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Abstract

Attackers and defenders of computer systems both
strive to gain complete control over the system. To
maximize their control, both attackers and defenders
have migrated to low-level, operating system code. In
this paper, we assume the perspective of the attacker,
who is trying to run malicious software and avoid detection. By assuming this perspective, we hope to help
defenders understand and defend against the threat
posed by a new class of rootkits.
We evaluate a new type of malicious software that
gains qualitatively more control over a system. This
new type of malware, which we call a virtual-machine
based rootkit (VMBR), installs a virtual-machine monitor underneath an existing operating system and hoists
the original operating system into a virtual machine.
Virtual-machine based rootkits are hard to detect and
remove because their state cannot be accessed by software running in the target system. Further, VMBRs
support general-purpose malicious services by allowing
such services to run in a separate operating system
that is protected from the target system. We evaluate
this new threat by implementing two proof-of-concept
VMBRs. We use our proof-of-concept VMBRs to subvert Windows XP and Linux target systems, and we
implement four example malicious services using the
VMBR platform. Last, we use what we learn from
our proof-of-concept VMBRs to explore ways to defend
against this new threat. We discuss possible ways to
detect and prevent VMBRs, and we implement a defense strategy suitable for protecting systems against
this threat.

1. Introduction
A battle is taking place between attackers and defenders of computer systems. An attacker who manages to compromise a system seeks to carry out malicious activities on that system while remaining invisible to defenders. At the same time, defenders actively search for successful attackers by looking for
signs of system compromise or malicious activities. In
this paper, we assume the perspective of the attacker,
who is trying to run malicious software (malware) and
avoid detection. By assuming this perspective, we hope
to help defenders understand and defend against the
threat posed by a new class of rootkits (tools used to
hide malicious activities) [24].
A major goal of malware writers is control, by which
we mean the ability of an attacker to monitor, intercept, and modify the state and actions of other software
on the system. Controlling the system allows malware
to remain invisible by lying to or disabling intrusion
detection software.
Control of a system is determined by which side occupies the lower layer in the system. Lower layers can
control upper layers because lower layers implement the
abstractions upon which upper layers depend. For example, an operating system has complete control over
an application’s view of memory because the operating
system mediates access to physical memory through
the abstraction of per-process address spaces. Thus,
the side that controls the lower layer in the system has
a fundamental advantage in the arms race between attackers and defenders. If the defender’s security service
occupies a lower layer than the malware, then that security service should be able to detect, contain, and
remove the malware. Conversely, if the malware occupies a lower layer than the security service, then the
malware should be able to evade the security service

and manipulate its execution.
Because of the greater control aﬀorded by lower layers in the system, both security services and rootkits have evolved by migrating to these layers. Early
rootkits simply replaced user-level programs, such as
ps, with trojan horse programs that lied about which
processes were running. These user-level rootkits were
detected easily by user-level intrusion detection systems such as TripWire [29], and so rootkits moved into
the operating system kernel. Kernel-level rootkits such
as FU [16] hide malicious processes by modifying kernel
data structures [12]. In response, intrusion detectors
also moved to the kernel to check the integrity of the
kernel’s data structures [11, 38]. Recently, researchers
have sought to hide the memory footprint of malware
from kernel-level detectors by modifying page protections and intercepting page faults [43]. To combat such
techniques, future detectors may reset page protections
and examine the code of the page-fault handler.
Current rootkits are limited in two ways. First,
they have not been able to gain a clear advantage over
intrusion detection systems in the degree of control
they exercise over a system. The battle for control is
evenly matched in the common scenario where attackers and defenders both occupy the operating system. If
both attackers and defenders run at the most-privileged
hardware level (kernel mode), then neither has a fundamental advantage over the other; whichever side better
understands and anticipates the design and actions of
the other will win.
Second, current rootkits are faced with a fundamental tradeoﬀ between functionality and invisibility. Powerful, general-purpose malware leaves more traces of its
activity than simple, single-purpose malware. E.g., a
web server used for phishing leaves numerous signs of
its presence, including open network ports, extra ﬁles
and processes, and a large memory footprint.
Our project, which is called SubVirt, shows how attackers can use virtual-machine technology to address
the limitations of current malware and rootkits. We
show how attackers can install a virtual-machine monitor (VMM) underneath an existing operating system
and use that VMM to host arbitrary malicious software. The resulting malware, which we call a virtualmachine based rootkit (VMBR), exercises qualitatively
more control than current malware, supports generalpurpose functionality, yet can completely hide all its
state and activity from intrusion detection systems running in the target operating system and applications.
This paper explores the design and implementation
of virtual-machine based rootkits. We demonstrate
that a VMBR can be implemented on commodity hardware and can be used to implement a wide range of ma-

licious services. We show that, once installed, a VMBR
is diﬃcult to detect or remove. We implement proofof-concept VMBRs on two platforms (Linux/VMware
and Windows/VirtualPC) and write malicious services
such as a keystroke sniﬀer, a phishing web server, a tool
that searches a user’s ﬁle system for sensitive data, and
a detection countermeasure which defeats a common
VMM detection technique. Finally, we discuss how to
detect and defend against the threat posed by VMBRs
and we implement a defense strategy suitable for protecting systems against this threat.

2. Virtual machines
This section reviews the technology of virtual machines and discusses why they provide a powerful platform for building malware.
A virtual-machine monitor (VMM) manages the resources of the underlying hardware and provides an
abstraction of one or more virtual machines [20]. Each
virtual machine can run a complete operating system
and its applications. Figure 1 shows the architecture
used by two modern VMMs (VMware and VirtualPC)
1
. Software running within a virtual machine is called
guest software (i.e., guest operating systems and guest
applications). All guest software (including the guest
OS) runs in user mode; only the VMM runs in the most
privileged level (kernel mode). The host OS in Figure
1 is used to provide portable access to a wide variety
of I/O devices [44].
VMMs export hardware-level abstractions to guest
software using emulated hardware. The guest OS interacts with the virtual hardware in the same manner
as it would with real hardware (e.g., in/out instructions, DMA), and these interactions are trapped by
the VMM and emulated in software. This emulation
allows the guest OS to run without modiﬁcation while
maintaining control over the system at the VMM layer.
A VMM can support multiple OSes on one computer
by multiplexing that computer’s hardware and providing the illusion of multiple, distinct virtual computers,
each of which can run a separate operating system and
its applications. The VMM isolates all resources of
each virtual computer through redirection. For example, the VMM can map two virtual disks to diﬀerent
sectors of a shared physical disk, and the VMM can
map the physical memory space of each virtual machine to diﬀerent pages in the real machine’s memory.
In addition to multiplexing a computer’s hardware,
VMMs also provide a powerful platform for adding ser1 The ideas in this paper apply equally well to the other architectures used to build VMMs, which are called Type I and Type
II [19].
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Figure 1. This figure shows a common structure used in today’s virtual machine monitors. The VMM
provides the abstraction of a virtual machine (dashed lines), each of which can run a complete guest
operating system and a set of guest applications. The host operating system and its host applications are
used to provide convenient access to I/O devices and to run VM services.

vices to an existing system. For example, VMMs have
been used to debug operating systems and system conﬁgurations [30, 49], migrate live machines [40], detect
or prevent intrusions [18, 27, 8], and attest for code
integrity [17]. These VM services are typically implemented outside the guest they are serving in order to
avoid perturbing the guest.
One problem faced by VM services is the diﬃculty in understanding the states and events inside the
guest they are serving; VM services operate at a different level of abstraction from guest software. Software running outside of a virtual machine views lowlevel virtual-machine state such as disk blocks, network packets, and memory. Software inside the virtual
machine interprets this state as high-level abstractions
such as ﬁles, TCP connections, and variables. This gap
between the VMM’s view of data/events and guest software’s view of data/events is called the semantic gap
[13].
Virtual-machine introspection (VMI) [18, 27] describes a family of techniques that enables a VM service to understand and modify states and events within
the guest. VMI translates variables and guest memory
addresses by reading the guest OS and applications’
symbol tables and page tables. VMI uses hardware or
software breakpoints to enable a VM service to gain
control at speciﬁc instruction addresses. Finally, VMI
allows a VM service to invoke guest OS or application
code. Invoking guest OS code allows the VM service
to leverage existing, complex guest code to carry out
general-purpose functionality such as reading a guest
ﬁle from the ﬁle cache/disk system. VM services can
protect themselves from guest code by disallowing external I/O. They can protect the guest data from perturbation by checkpointing it before changing its state
and rolling the guest back later.
A virtual-machine monitor is a powerful platform
for malware. A VMBR moves the targeted system into

a virtual machine then runs malware in the VMM or in
a second virtual machine. The targeted system sees little to no diﬀerence in its memory space, disk space, or
execution (depending on how completely the machine
is virtualized). The VMM also isolates the malware’s
state and events completely from those of the target
system, so software in the target system cannot see or
modify the malicious software. At the same time, the
VMM can see all state and events in the target system, such as keystrokes, network packets, disk state,
and memory state. A VMBR can observe and modify
these states and events—without its own actions being observed—because it completely controls the virtual hardware presented to the operating system and
applications. Finally, a VMBR provides a convenient
platform for developing malicious services. A malicious
service can beneﬁt from all the conveniences of running
in a separate, general-purpose operating system while
remaining invisible to all intrusion detection software
running in the targeted system. In addition, a malicious service can use virtual-machine introspection to
understand the events and states taking place in the
targeted system.

3. Virtual-machine based rootkit design
and implementation
In this section, we discuss the design and implementation of a VMBR. Section 3.1 describes how a VMBR
is installed on an existing system.
Section 3.2 describes the techniques VMBRs use to implement malicious services, and Section 3.3 discusses the example malicious services we implemented. Section 3.4 explains how VMBRs maintain control over the system.
To explore this threat, we implemented two proofof-concept VMBRs for the x86 platform using Virtual
PC and VMware Workstation VMMs. Our proof-of-

concept VMBRs both use the VMM architecture in
Figure 1, which leverages a host OS to access the underlying hardware devices. The Virtual PC VMBR
uses a minimized version of Windows XP [35] for the
host OS and the VMware VMBR uses Gentoo Linux.
To implement the proof-of-concept VMBRs, we modify
the host Windows XP kernel, Virtual PC, and the host
Linux kernel. We did not have source code for VMware,
but our modiﬁcations to the host Linux kernel were sufﬁcient to support our proof-of-concept VMware-based
VMBR.

3.1. Installation
In the overall structure of a VMBR, a VMBR runs
beneath the existing (target) operating system and its
applications (Figure 2). To accomplish this, a VMBR
must insert itself beneath the target operating system
and run the target OS as a guest. To insert itself beneath an existing system, a VMBR must manipulate
the system boot sequence to ensure that the VMBR
loads before the target operating system and applications. After the VMBR loads, it boots the target OS
using the VMM. As a result, the target OS runs normally, but the VMBR sits silently beneath it.
To install a VMBR on a computer, an attacker must
ﬁrst gain access to the system with suﬃcient privileges
to modify the system boot sequence. There are numerous ways an attacker can attain this privilege level.
For example, an attacker could exploit a remote vulnerability, fool a user into installing malicious software,
bribe an OEM or vendor, or corrupt a bootable CDROM or DVD image present on a peer-to-peer network.
On many systems, an attacker who attains root or Administrator privileges can manipulate the system boot
sequence. On other systems, an attacker must execute
code in kernel mode to manipulate the boot sequence.
We assume the attacker can run arbitrary code on the
target system with root or Administrator privileges and
can install kernel modules if needed.
After the attacker gains root privileges, he or she
must install the VMBR’s state on persistent storage.
The most convenient form of persistent storage suitable
for VMBR state is the disk. An attacker can either
use the target OS to allocate disk blocks (e.g., through
the ﬁle system) or can parse on-disk structures to ﬁnd
unused blocks. When the target system is Windows
XP, we store the VMBR state in the beginning of the
ﬁrst active disk partition. We relocate the data that
was in these disk blocks to unused blocks elsewhere on
the disk. When the target system is Linux, we disable
swapping and use the swap partition to store persistent
VMBR state. Both these installation procedures leave

most of the target’s data in its original location on disk.
The next step in installing a VMBR is to modify
the system’s boot sequence to ensure our VMBR loads
before the target OS. The most convenient way for a
VMBR to manipulate the system’s boot sequence is
to modify the boot records on the primary hard disk.
Many current anti-malware applications detect modiﬁcations to the hard disk’s boot blocks. Our implementation attempts to avoid this type of detection by
manipulating the boot blocks during the ﬁnal stages of
shutdown, after most processes and kernel subsystems
have exited.
When targeting Windows XP systems, we use a
kernel module which registers a LastChanceShutdown
Notification event handler that is invoked late in the
shutdown sequence, after the ﬁle systems have been
ﬂushed and most processes have exited. When Windows invokes our event handler, our kernel module
copies the VMBR boot code into the disk’s active partition, which will cause the system to load the VMBR
at the next system boot. Since our attack code runs
within the OS, we have enough control over the system
to avoid anti-malware software, even if it runs during
the shutdown process. For example, we use the lowlevel disk driver to copy our VMBR boot code. Using
the low-level disk driver bypasses the ﬁle system layer,
which is where many anti-malware applications run.
Furthermore, we interpose on the low-level disk controller’s write function to ensure that only our VMBR
is allowed to store disk blocks once installation begins.
When targeting Linux systems, we modify the boot
sequence using user-mode code. We modify the shutdown scripts so that our installation code runs after all
processes have been killed but before the system shuts
down. We overwrite the disk master boot record using
the Linux hard-drive block-device so that our VMBR
loads at system boot instead of the target OS.
After installation, the target system’s disk space is
contained in a virtual disk. After rebooting, the VMM
translates the target’s virtual disk accesses to the corresponding location on the physical disk. To implement
our disk redirection support for our Virtual PC-based
VMBR, we modiﬁed the VMM’s disk virtualization
module. For our VMware-based VMBR, we modiﬁed
the host Linux’s hard-drive block device.

3.2. Malicious services
After a VMBR is installed, it can run malicious services. This section describes the techniques VMBRs
use to implement various types of malicious services.
Traditional malware often trades-oﬀ ease of implementation against ability to avoid detection. Tradi-
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Figure 2. This figure shows how an existing target system can be moved to run inside a virtual
machine provided by a virtual-machine monitor. The grey portions of the figure show the components
of the VMBR.

tional user-mode malware that runs within the target
OS tends to be easy to implement because malware authors can use any programming language to write these
malicious services. Also, user-mode malware has access
to all libraries and OS-level resources which makes it
easy to provide a rich set of functionality. However,
user-mode malware can be detected by security software running within the target OS because all malicious states and events are visible to the target operating system.
VMBRs use a separate attack OS to deploy malware
that is invisible from the perspective of the target OS
but is still easy to implement. None of the states or
events of the attack OS are visible from within the target OS, so any code running within an attack OS is
eﬀectively invisible. The ability to run invisible malicious services in an attack OS gives intruders the freedom to use user-mode code with less fear of detection.
We classify malicious services into three categories:
those that need not interact with the target system
at all, those that observe information about the target
system, and those that intentionally perturb the execution of the target system. In the remainder of this
section, we discuss how VMBRs support each class of
service.
The ﬁrst class of malicious service does not communicate with the target system. Examples of such
services are spam relays, distributed denial-of-service

zombies, and phishing web servers. A VMBR supports
these services by allowing them to run in the attack
OS. This provides the convenience of user-mode execution without exposing the malicious service to the
target OS.
The second class of malicious service observes data
or events from the target system.
VMBRs enable stealthy logging of hardware-level data (e.g.,
keystrokes, network packets) by modifying the VMM’s
device emulation software. This modiﬁcation does not
aﬀect the virtual devices presented to the target OS.
For example, a VMBR can log all network packets by
modifying the VMM’s emulated network card. These
modiﬁcations are invisible to the target OS because the
interface to the network card does not change, but the
VMBR can still record all network packets.
VMBRs can use virtual-machine introspection to
help observe and understand the software-level abstractions in the target OS and applications. Virtualmachine introspection enables malicious services to
trap the execution of the target OS or applications at
arbitrary instructions. When these traps occur, a malicious service can use use virtual machine introspection
to reconstruct data and abstractions from the target
system. For example, if a target application uses an
encrypted socket, attackers can use virtual-machine introspection to trap all SSL socket write calls and log
the clear-text data before it is encrypted. This logging

is transparent to the target OS and applications since
the malicious code runs outside of the target and also
because virtual-machine introspection does not perturb
the state of the target system.
The third class of malicious service deliberately
modiﬁes the execution of the target system. For example, a malicious service could modify network communication, delete e-mail messages, or change the execution of a target application. A VMBR can customize the VMM’s device emulation layer to modify
hardware-level data. A VMBR can also modify data
or execution within the target through virtual-machine
introspection.

3.3. Example malicious services
Using our proof-of-concept VMBRs, we developed
four malicious services that represent a range of services a writer of malicious software may want to deploy.
We implemented a phishing web server, a keystroke
logger, a service that scans the target ﬁle system looking for sensitive ﬁles, and a defense countermeasure
that defeats a current virtual-machine detector. To
develop these services, we use the host OS as our attack OS (Figure 2). For some services, we also modify
the VMM.
Using our VMware-based VMBR, we developed a
phishing web server which represents malware that
has no interactions with the target OS. Phishing web
servers are used to deploy web sites that look like legitimate businesses and fool users into entering personal
information like credit card numbers or passwords. Attackers commonly use compromised systems to deploy
these malicious web sites. To implement our phishing
site, we use a thttpd web server running within our attack OS. We modiﬁed our virtual networking settings
so most network traﬃc is forwarded to the target, but
any incoming TCP requests on port 8080 are forwarded
to our phishing server. This phishing web server did
not require any new code since we leveraged an existing
web server and adjusted our existing virtual-network
conﬁguration settings, and yet we were able to run a
full-blown web server within our VMBR environment
that does not have any states or events which are visible within the target OS.
Using our Virtual PC-based VMBR, we implemented a keystroke logging malicious service. This
represents malware that observes hardware-level data
about the running target system.
Attackers use
keystroke loggers to obtain sensitive information, like
passwords. To implement our keystroke logger, we
modify the keyboard controller emulation module
within the Virtual PC VMM so that all keystrokes are

sent to a program in the attack OS before being forwarded up to the target OS. The program within the
attack OS analyzes the keystrokes to extract passwords
used to login to the target system. The amount of extra code needed to support keystroke logging is modest.
Our modiﬁcations to the keyboard controller emulation
module require 60 lines of code. Our analysis program
takes 254 lines of code, which includes a GUI used to
display results. The keystroke logger is transparent to
the target OS because the target OS’s interface to the
virtual keyboard controller remains the same.
Using our VMware-based VMBR, we wrote a malicious service that scans the target OS ﬁle system
looking for sensitive data. This type of malicious service represents malware which records software-level
data about the target OS. When attackers break into
a system, they sometimes search the ﬁle system looking for sensitive data like passwords and encryption
keys. We implemented a malicious service that uses
virtual-machine introspection to scan the target OS’s
ﬁle system to copy the password ﬁle (/etc/shadow)
and search all user directories looking for private ssh
keys (user home /.ssh/id dsa). Our scanning malicious service is a 24 line Perl script that runs within
the attack OS. All malicious code runs outside of the
target OS, and the scanning activities are invisible to
the target system.
Using our Virtual PC-based VMBR, we implemented a defense countermeasure service. This represents malware that actively modiﬁes the execution
of the target OS. We implemented a countermeasure
against an existing program that detects x86 virtual
machines. The redpill [39] virtual-machine detection
technique detects the presence of a VMM by using the
sidt instruction. The sidt instruction reads the address of the processor’s interrupt descriptor table. This
address is diﬀerent for an operating system running directly above hardware than for an operating system
running above a VMM. VMMs emulate the sidt instruction when it is called from kernel-mode, but for
performance reasons this instruction is not virtualized
when called from user-mode. Thus, user-mode code
can execute the sidt instruction to detect the presence of a VMM. To defeat this detection technique, we
use virtual-machine introspection to emulate the sidt
instruction when it is called by the redpill application.
To emulate this instruction, we interpose on the Windows XP kernel function that maps executable ﬁles into
the address space of a process. When this function executes, we determine if the redpill executable is being
loaded. If it is, we set a breakpoint at the sidt instruction and emulate it when the target traps to the VMM.
This countermeasure could be defeated by a program

that generates the sidt instruction dynamically. Continuing the arms race, a more advanced countermeasure could trace the execution of guest software, using
binary translation techniques, to detect and emulate
all sidt instructions, but this might add overhead to
the system which could be detected. Implementing the
redpill detection countermeasure required adding 104
lines of code to the Virtual PC VMM.

3.4. Maintaining control
To avoid being removed, a VMBR must protect its
state by maintaining control of the system. As long as
the VMBR controls the system, it can thwart any attempt by the target to modify the VMBR’s state. The
VMBR’s state is protected because the target system
has access only to the virtual disk, not the physical
disk.
The only time the VMBR loses control of the system
is in the period of time after the system powers up until
the VMBR starts. Any code that runs in this period
can access the VMBR’s state directly. The ﬁrst code
that runs in this period is the system BIOS. The system
BIOS initializes devices and chooses which medium to
boot from. In a typical scenario, the BIOS will boot
the VMBR, after which the VMBR regains control of
the system. However, if the BIOS boots a program on
an alternative medium, that program can access the
VMBR’s state.
Because VMBRs lose control when the system is
powered oﬀ, they may try to minimize the number
of times full system power-oﬀ occurs. The events
that typically cause power cycles are reboots and shutdowns. VMBRs handle reboots by restarting the virtual hardware rather than resetting the underlying
physical hardware. By restarting the virtual hardware,
VMBRs provide the illusion of resetting the underlying
physical hardware without relinquishing control. Any
alternative bootable medium used after a target reboot
will run under the control of the VMBR.
In addition to handling target reboots, VMBRs can
also emulate system shutdowns such that the system
appears to shutdown, but the VMBR remains running
on the system. We use ACPI sleep states [3] to emulate
system shutdowns and to avoid system power-downs.
ACPI sleep states are used to switch hardware into a
low-power mode. This low-power mode includes spinning down hard disks, turning oﬀ fans, and placing
the monitor into a power-saving mode. All of these
actions make the computer appear to be powered oﬀ.
Power is still applied to RAM, so the system can come
out of ACPI sleep quickly with all memory state intact.
When the user presses the power button to “power-up”

the system, the computer comes out of the low-power
sleep state and resumes the software that initiated the
sleep. Our VMBR leverage this low-power mode to
make the system appear to be shutdown; when the user
“powers-up” the system by pressing the power button
the VMBR resumes. If the user attempts to boot from
an alternative medium at this point, it will run under
the control of the VMBR. We implemented shutdown
emulation for our VMware-based VMBR.
ACPI sleep states provide a fairly good illusion of
system shutdown, but some systems have visible differences while in low-power mode. Speciﬁcally, some
power LEDs behave diﬀerently while in low-power
mode than when the system is shut down. In all of
the systems we surveyed, the power LED was turned
oﬀ when the system was shutdown. When in low-power
mode, some LEDs turned oﬀ by default, some power
LEDs could be turned oﬀ using BIOS functions, and
others blinked or changed colors. Astute computer
users might notice a diﬀerence in the power LED after an emulated shutdown, but average computer users
probably would not. Furthermore, many computer
users rarely shutdown their systems.

4. Evaluation
This section evaluates the impact of a VMBR on a
system. We evaluate the disk space used by a VMBR,
the time to install a VMBR, the eﬀect of a VMBR on
the time to boot the target OS, the impact of a VMBR
as viewed by a user, and the eﬀect of the memory space
used by a VMBR.
All experiments for the VMware-based VMBR run
on a Dell Optiplex Workstation with a 2.8 GHz Pentium 4 and 1 GB of RAM. All experiments for the Virtual PC-based VMBR run on a Compaq Deskpro EN
with a 1 GHz Pentium 4 and 256 MB of RAM. Our
VMware-based VMBR compromises a RedHat Enterprise Linux 4 target system, and our Virtual PC-based
VMBR compromises a Windows XP target system.
We ﬁrst measure the disk space required to install
the VMBR. Our Virtual PC-based VMBR image is 106
MB compressed and occupies 251 MB of disk space
when uncompressed. Our VMware-based VMBR image is 95 MB compressed and occupies 228 MB of disk
space uncompressed. The compressed VMBR images
take about 4 minutes to download on a 3 Mb/s cable
modem connection and occupy only a small fraction of
the total disk space present on modern systems. We
made some eﬀort to minimize the amount of persistent storage needed for both VMBRs, but we believe
that the images could be made much smaller with additional eﬀort. For example, ttylinux [5] is a Linux
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Table 1. VMBR installation and boot times (all times are in seconds). This table shows the installation
and boot times for our Virtual PC-based and VMware-based VMBRs. As a reference point for our boot
time measurements, we boot the system when it was not infected with a VMBR. We then measure
the boot time after installing a VMBR for a number of different scenarios. All measurements are the
average of three runs and have a variance of less than 3%, except for our Virtual PC-based VMBR
install time which had a high variance because the system memory was almost completely used by
the VMBR image. We did not implement shutdown emulation for the Virtual PC-based VMBR.

distribution that occupies only a few megabytes of disk
space, yet still includes device support for a range of
hardware.
We next measure the time it takes to install a VMBR
and the eﬀect of the VMBR on the time to boot a
target system. Table 1 summarizes the results from
our evaluation.
The installation measurements include the time it
takes to uncompress the attack image, allocate disk
blocks, store the attack ﬁles, and modify the system
boot sequence. Installation time for the VMware-based
VMBR is 24 seconds. Installation for the Virtual PCbased VMBR takes longer (262 seconds) because the
hardware used for this test is much slower and has less
memory. In addition, when installing a VMBR underneath Windows XP, we swap the contents of the disk
blocks used to store the VMBR with those in the beginning of the Windows XP disk partition, and these
extra disk reads/writes further lengthen the installation time.
We next measure boot time, which we deﬁne as the
amount of time it takes for an OS to boot and reach
an initial login prompt. Booting a target Linux system
without a VMBR takes 53 seconds. After installing
the VMware-based VMBR, booting the target system
takes 74 seconds after a virtual reboot and 96 seconds
after a virtual shutdown. It takes longer after a virtual
shutdown than after a virtual reboot because the VMM
must re-initialize the physical hardware after coming
out of ACPI sleep. In the uncommon case that power
is removed from the physical system, the host OS and

VMM must boot before loading the target Linux OS.
The VMware-based VMBR takes 52 seconds to boot
the host OS and load the VMM and another 93 seconds to boot the target Linux OS. We speculate that
it takes longer to boot the target OS after full system
power-down than after a virtual reboot because some
performance optimizations within the VMware VMM
take time to warm up.
Booting a target Windows XP system without a
VMBR takes 23 seconds. After installing the Virtual
PC-based VMBR, booting the target system takes 54
seconds after a virtual reboot. If power is removed
from the physical system, the Virtual PC-based VMBR
takes 45 seconds to boot the host OS and load the
VMM and another 56 seconds to boot the target Windows XP OS.
Once the target system runs, a user will see few differences between a target OS running directly on hardware and a target OS running above a VMBR. Virtual
machines have been shown to have little performance
impact on the system [10], and the video resolution,
user interface, and interactivity of the system are unaﬀected by the VMBR. To achieve this level of performance, we used specialized drivers within the target
OS. Speciﬁcally, we installed Virtual PC Guest Additions [34] and VMware Guest Tools [4] as part of our
VMBR installation. Despite using specialized guest
drivers, our current proof-of-concept VMBRs use virtualized video cards which may not export the same
functionality as the underlying physical video card.
Thus, some high-end video applications, like 3D games

or video editing applications, may experience degraded
performance.
The physical memory allocated to the VMM and
attack OS is a small percentage of the total memory
on the system (roughly 3%) and thus has little performance impact on a target OS running above the
VMBR. Our VMware-based VMBR presents the target
OS with the same amount of memory as is present on
the physical system, and it uses paging to compensate
for any memory allocated to the attack OS and VMM.
To measure the overhead of this paging mechanism, we
use a benchmark that randomly touches pages within
the target OS. To avoid content-based page sharing [47]
between the attack OS and the target OS, we use different kernel versions for both, and we ﬁll unused pages
within the target OS with random data to avoid sharing zero pages 2 . We then randomly access pages within
the target OS, using working set sizes ranging from 10
MB to the entire physical memory of the computer.
Our tests found that the average access time was equal
across all working set sizes; thus we conclude that paging target OS memory results in minimal performance
impact for our VMware-base VMBR. Our Virtual PCbased VMBR reserves approximately 100 MB of physical memory for the attack OS and VMM and presents
the target with less physical memory than is available
on the system.

does not go through the VMBR’s virtualization layer.
Such detection software can read physical memory or
disk and look for signatures or anomalies that indicate
the presence of a VMBR, such as a modiﬁed boot sequence. Other low-level techniques such as secure boot
[9] can ensure the integrity of the boot sequence and
prevent a VMBR from gaining control before the target
OS.

5. Defending against virtual-machine
based rootkits

A third way to gain control below the VMBR is to
use a secure VMM [17]. Like alternative bootable media, secure VMMs gain control of the system before
the operating system boots. Running a secure VMM
does not by itself stop a VMBR, as a VMBR can still
insert itself between the VMM and the operating system. However, a secure VMM does retain control over
the system as it runs and could easily add a check to
stop a VMBR from modifying the boot sequence above
the secure VMM.

In this section, we explore techniques that can be
used to detect the presence of a VMBR. VMBRs are
fundamentally more diﬃcult to detect than traditional
malware because they virtualize the state seen by the
target system and because an ideal VMBR modiﬁes no
state inside the target system. Nonetheless, a VMBR
does leave signs of its presence that a determined intrusion detection system can observe. We classify the
techniques that be used to detect a VMBR by whether
the detection system is running below the VMBR, or
whether the detection system is running above the
VMBR (i.e., within the target system).

5.1. Security software below the VMBR
The best way to detect a VMBR (indeed, any malware) is to run at a layer that is not controlled by the
VMBR. Detectors that run below the VMBR can see
the state of the VMBR because their view of the system
2 Zero pages are pages within the OS that are completely zeroed out.

There are various ways to gain control below the
VMBR. One way to gain control below the VMBR is
to use secure hardware. Intel’s LaGrande [25], AMD’s
platform for trustworthy computing [2], and Copilot
[36] all propose hardware that can be used to develop
and deploy low-layer security software that would run
beneath a VMBR.
Another way to gain control below the VMBR is to
boot from a safe medium such as a CD-ROM, USB
drive or network boot server. This boot code can run
on the system before the VMBR loads and can view
the VMBR’s quiescent disk state. Strider GhostBuster
is an example of security software that uses a bootable
CD-ROM to gain control before the OS boots [48]. As
we point out in Section 3.4, VMBRs can avoid booting
from safe medium by emulating system shutdowns and
reboots, thus we recommend physically unplugging the
machine before attempting to boot from a safe medium.

Using a secure VMM, we implemented an enhanced
version of secure boot which can prevent VMBR installations. The goal of our secure boot system is to
provide attestation for existing boot components, such
as the disk’s master boot record, the ﬁle system’s boot
sector, and the OS’s boot loader and also to allow legitimate updates of these components. All attempted
updates of these components are veriﬁed (by checking
the cryptographic signature) before they are allowed to
complete. The veriﬁcation code resides in a separate
virtual machine, so it is protected from malicious code
running within the guest. We implement this secure
boot system using a Virtual PC VMM and a Windows
XP guest operating system.

5.2. Security software above the VMBR
While running detection software below a VMBR is
the best way to detect the VMBR, it is generally inconvenient to run software at such a low level. For example, booting from a safe medium can detect a VMBR,
but such a reboot may only occur infrequently. In this
section, we explore the question of whether software
running above the VMBR (i.e., in the target system)
can detect the presence of the VMBR.
There are several reasons why traditional techniques
(e.g., having the target system scan memory or disk)
may not be able to detect a VMBR. First, the target
system is conﬁned to its virtual machine. Since the
VMBR stores its state outside that virtual machine,
the target system will see no suspicious changes in its
own state. Second, even if the target system did see
something amiss, the VMBR could tamper with the
execution of the detector and force it to report incorrect
results.
With these limitations in mind, we analyze the possible perturbations that a detector could notice while
running inside the virtual machine.
A fundamental perturbation of the VMBR is that
it uses machine resources such as CPU time, memory
and disk space, and possibly network bandwidth. A
VMBR adds CPU overhead to trap and emulate privileged instructions, as well as to run any malicious
services. These timing diﬀerences can be noticed by
software running in the virtual machine by comparing
the running time of benchmarks against wall-clock time
[42, 28]. A VMBR can make the detector’s task more
diﬃcult by slowing down the time returned by the system clock, but the detector can overcome this by using
a clock that can be read without interference from the
VMBR (e.g., the user’s wristwatch).
In addition to CPU overhead, a VMBR uses memory
and disk space. A detector can detect this overhead by
running a program that requires the entire machine’s
memory or disk space. A VMBR can hide its space
overhead in several ways. It can hide its memory overhead by mapping target pages with the same contents
to the same physical page [47] or by paging some data
to disk. While this extra paging activity may increase
the running time of the program, the memory overhead
of VMware was too small to measure in our tests. A
VMBR can hide its disk overhead by compressing a
portion of the disk, sharing disk blocks with the same
contents, or pretending that the disk space it uses have
bad sectors. We implemented the bad sector trick for
Windows XP target systems; if the target system attempts to use these sectors, we emulate bad sectors by
squashing writes and returning random data on reads.

Another type of perturbation is caused by the variety of I/O devices on the computer. Recall that a VMM
typically virtualizes all I/O devices. However, virtualizing the I/O device without changing the target’s view
of the device requires one to understand the interface
and semantics of each device. This is a formidable
task, given the wide variety of I/O devices present on
today’s computing platforms. Instead, current VMMs
emulate a small number of virtual devices (often with
customized interfaces to improve performance [1, 34]).
The target OS must then use the drivers for the emulated virtual devices. For example, when targeting
Windows XP systems, we had to update ntoskrn.exe
and hal.sys drivers to match the virtual hardware.
Intrusion detectors can observe the change in devices
that occurs when the VMBR is installed. A VMBR
can simplify the task of emulating all devices by choosing to virtualize only those devices that are required
to protect its state (e.g., the boot disk) or to carry out
malicious activity (e.g., network card). The VMBR
can allow the target OS to access remaining devices
directly [32]. This solves the problem of virtualizing
all devices, but on today’s x86 platform it potentially
exposes VMBR state because target OS drivers with
direct access to devices can access all physical memory
through DMA.
A ﬁnal source of perturbations are caused by the imperfect virtualization of today’s x86 processors. Sensitive, non-privileged instructions like sidt leak information about the VMM yet do not trap to the VMM
[31, 37]. Commercial VMMs use binary translation to
emulate these instructions, but only when they are executed at the processor’s highest privilege level (ring 0).
An intrusion detector can execute these instructions at
a lower processor privilege level (rings 1 - 3) to detect
a VMBR. In Section 3.3, we describe how we defend
against a common virtual-machine detection technique
(redpill ) that uses such an instruction. However, defending against all invocations of this instruction would
require binary translation for all instructions, not just
ring 0 instructions, which may slow performance.
We expect future enhancements to the x86 platform to reduce these perturbations. Upcoming virtualization support from Intel [45] and AMD [7] will enable more eﬃcient virtualization. These enhancements
eliminate sensitive, non-privileged instructions so they
cannot be used from the CPU’s user-mode to detect
the presence of a VMM. These enhancements may also
accelerate transitions to and from the VMM, and this
may reduce the need to run specialized guest drivers.
In addition to virtualization support, I/O MMUs [6]
provide the ability to protect physical memory pages
from device DMA. This protection will enable a VMBR

to emulate a subset of devices and allow the target OS
to drive all other hardware directly. As a result, the
devices visible to the target can be similar or identical
to the underlying physical hardware.

6. Trends toward virtualization
In this section we discuss how the trend of hardware
virtualization support and the trend of widespread
VMM adoption might aﬀect VMBRs.
First, future enhancements to the x86 hardware
platform may make VMBRs more practical. As we
point out in Section 5, limitations to the current x86
hardware platform force VMM designers to introduce
perturbations into the system which make it straightforward to detect the presence of VMMs; future enhancements to the x86 platform should help reduce
these perturbations. This trend toward hardware virtualization support might also make VMBRs more
practical by reducing the amount of state needed to
support VMBRs, reducing the amount of time needed
to boot VMBRs, and allowing hardware devices to perform at full capacity. For example, if a VMBR gives the
target OS video driver direct access to the underlying
video card, the VMM could omit all video drivers and
graphics subsystems (e.g., X), thus reducing the size of
the VMBR payload. Also, the VMM would not have
to initialize the video card since the target OS video
driver will take the appropriate initialization steps, resulting in faster boot time. Finally, all features of the
hardware video card would be available to the target
system, so high-end video applications, like 3D games,
would not suﬀer any performance degradation like they
might if the VMBR used a virtualized video card.
Second, the trend towards widespread VMM use
might help defenders detect and prevent VMBRs, but
simply running a VMM will not avert the threat. It
might be possible for VMBRs to reside in between the
VMM and the target OS, thus still asserting full control over the target system. In fact, since the target OS
is already expecting to run above a VMM, not physical hardware, inserting a VMBR in between a VMM
and a target OS might be easier than inserting one
between physical hardware and an operating system.
This task might be easier because the interface to the
virtual hardware will likely be much simpler than the
interface to physical hardware. Fortunately, having a
secure VMM in place gives defenders the advantage
since it runs beneath VMBRs and has complete control over software running above. Also, a secure VMM
is ﬂexible enough to support the development and deployment new security services designed to thwart the
VMBR threat.

7. Related work
Our work on VMBRs is related to four areas of prior
work: layer-below attacks, using virtual machines to
enhance security, detecting the presence of VMMs, and
inserting new software layers into existing systems.
Layer-below attacks are a well-known technique for
compromising the security of a system [21]. By accessing or controlling a layer of software that is below a defense mechanism, an attacker can avoid and
disable that mechanism. For example, rootkits implemented in the operating system kernel are a common
layer-below attack [22, 41]. While kernel-level rootkits
can hide easily from user-level intrusion detection systems, kernel-level detectors like VICE [11] and Klister
[38] can detect kernel-level rootkits because both run
at the same privilege level and in the same memory
space. Shadow Walker hides some of the memory footprint of a standard kernel-level rootkit by manipulating
the page table, TLB data, and page fault handler [43].
While this resembles some of the techniques used in
virtual machines, Shadow Walker only partially virtualizes the OS; for example, the OS still runs in kernel
mode and can see and restore the modiﬁed page fault
handler and page tables. In contrast, VMBRs operate
below any kernel-level detector and thus can hide all
their state and events from these detectors.
A second area of research related to VMBRs are
projects that use virtual machines to enhance security.
Researchers have used virtual machines to detect intrusions [18, 8, 27], isolate services [33], encrypt network
traﬃc [33], analyze intrusions [14], and implement honeypots [26, 46]. These services leverage the advantages
of virtual machines, in particular isolation and interface
compatibility, to enhance the security of systems without requiring the cooperation or correctness of higher
levels of software. VMBRs exploit these same features
to protect and hide malicious software from operating
system and application-level security services. Besides
diﬀerent goals, VMBRs diﬀer from past VM-based services in how they are installed. VMBRs must install
themselves beneath a system while preserving the persistent state of that system. In contrast, prior VMbased services have assumed that a system would be
installed into a virtual machine rather than being migrated from a non-virtual machine.
A third area of related research are projects that
detect the presence of VMMs by observing timing perturbations. Pioneer [42] attempts to detect the existence of a VMM by measuring the amount of time it
takes to execute a specialized checksum over the code
of its veriﬁcation function. This checksum is designed
to be optimal for the particular processor it runs on

and includes sensitive, non-privileged instructions in
its computation. Because sensitive, non-privileged instructions must be emulated by the VMM, this computation will be sub-optimal when run within a virtual
machine. Pioneer uses a remote dispatcher machine
to measure timing, so the timing does not rely on the
local clock which is under the control of the VMBR.
Finally, VMBRs apply the general idea of inserting
a new layer into an existing system. Other applications
of this idea include virtual machines [15], stackable ﬁle
systems [23], and preserve compatibility with existing
systems by not modifying the network ﬁrewalls. A key
feature of all these applications is that they preserve
compatibility with existing systems by not modifying
interfaces of the existing layers. For example, a virtualmachine monitor is inserted between the hardware and
the operating system, and an operating system running
on an ideal VMM sees the same hardware interface as
an operating system running directly on the hardware.

reboot before they can run, and have more of an impact on the overall system. Although VMBRs do oﬀer
greater control over the compromised system, the cost
of this higher level of control may not be justiﬁed for
all malicious applications.
Despite these shortcomings, we believe that VMBRs
are a viable and likely threat. Virtual-machine monitors are available from both the open-source community and commercial vendors. We built VMBRs based
on two available virtual-machine monitors, including
one for which source code was unavailable. On today’s x86 systems, VMBRs are capable of running a
target OS with few visual diﬀerences or performance
eﬀects that would alert the user to the presence of a
VMBR. In fact, one of the authors accidentally used
a machine which had been infected by our proof-ofconcept VMBR without realizing that he was using a
compromised system!

9. Acknowledgments
8. Conclusions
Traditional malicious software is limited because it
has no clear advantage over intrusion detection systems
running within a target system’s OS. In this paper, we
demonstrated how attackers can gain a clear advantage over intrusion detection systems running in a target OS. We explored the design and implementation of
VMBRs, which use VMMs to provide attackers with
qualitatively more control over compromised systems.
We showed how attackers can leverage this advantage
to implement malicious services that are completely
hidden from the target system and to enable easy development of general-purpose malicious services. We
evaluated this new malware threat by implementing
two proof-of-concept VMBRs. We used our proof-ofconcept VMBRs to subvert Windows XP and Linux
target systems and implemented four example malicious services.
In addition to evaluating the VMBR threat, we also
explored techniques for detecting a VMBR. The best
way to detect a VMBR is to control a layer beneath the
VMBR, such as through bootable CD-ROMs, secure
VMMs, or secure hardware. It might also be possible
to detect a VMBR from software running above the
VMM, but the high level of control VMBRs have over
software running above turns this style of detection into
an arms race where the VMBR has the fundamental
advantage.
However, VMBRs have a number of disadvantages
compared to traditional forms of malware. When compared to traditional forms of malware, VMBRs tend to
have more state, be more diﬃcult to install, require a
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